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Abstract

High-dimensional gene expression data pose substantial challenges for cancer classification due to
extreme dimensionality, feature redundancy, and limited sample availability. Conventional Variable-
Length PSO with Local Search (VLPSO-LS) relies on static acceleration coefficients and predefined
inertia-weight schedules, which may limit adaptive search behaviour and increase the risk of premature
convergence. To address these limitations, this study proposes a novel Variable-Length Adaptive Particle
Swarm Optimisation with Local Search (VL-APSO-LS) framework. The proposed method incorporates a
dynamic particle representation, adaptive inertia weight and acceleration control, and a comprehensive
velocity update mechanism to enhance diversification and exploitation within a variable-length
optimisation structure. The framework was evaluated on five benchmark microarray datasets (Leukaemia,
SRBCT, Colon, Lymphoma, and Lung cancer) using four widely adopted classifiers. Experimental results
demonstrate that VL-APSO-LS consistently improves predictive performance and feature-selection
efficiency relative to VLPSO-LS and other PSO-based variants. The strong-balance performance
configuration (Scheme 2) achieves an average classification accuracy of 94.39%, outperforming the
baseline of 92.64%. Furthermore, it achieves the highest Accuracy-to-Feature Ratio (0.3775 vs 0.3369),
indicating a superior balance between accuracy and feature compactness. Notably, the proposed method
achieves perfect classification accuracy (100%) on the Leukaemia dataset and reduces the selected features
in the Colon dataset to only 86, compared with over 700 features in competing approaches. Statistical
validation confirms consistent non-inferiority and frequent superiority across dataset-classifier
combinations, particularly when integrated with Support Vector Machine (SVM). Overall, VL-APSO-LS
provides a robust, adaptive, and statistically validated optimisation framework for high-dimensional
biomedical classification.

1. INTRODUCTION

Microarray technology has been widely used to analyse gene expression profiles for various diseases and
medical treatments. In this context, the classification process typically requires selecting a small subset of
informative genes from extremely high-dimensional datasets. The selected genes are then used to build
classification models based on their expression patterns. However, gene expression datasets present several
challenges, including high dimensionality, limited sample sizes, non-random noise variations, background
differences among samples, feature redundancy, and nonlinear relationships among genes. Feature selection
(FS) techniques play a crucial role in addressing these challenges. By identifying the most relevant genes, FS
methods reduce dataset complexity, improve classification accuracy, and enhance the interpretability of
predictive models (Mohamed et al., 2024). In recent years, the concept of dynamic variable-length particle
representation has inspired the development of Variable-Length Particle Swarm Optimisation with Local
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Search activation (VLPSO-LS) for feature selection in machine learning within the framework of population-
based optimisation. This approach allows flexible solution representation by enabling particles to dynamically
adjust their lengths during the optimisation process. As a result, VLPSO-LS can achieve improved optimisation
performance while reducing computational costs in classification tasks (Tran et al., 2019).

Despite these advantages, the original VLPSO-LS framework does not explicitly distinguish between
training and testing datasets during the optimisation process. This limitation leaves a gap in understanding how
the optimisation behaviour affects model generalisation performance. In practical machine learning
applications, generalisation capability and performance consistency are critical factors for evaluating model
effectiveness, particularly when models are applied to unseen data in real-world scenarios (Zhang et al., 2020).
To address these issues, this study proposes an improved optimisation framework. The main contributions of
this study are summarised as follows:

1. Enhanced feature selection: Adaptive parameter configurations of the VLPSO algorithm, specifically
for the inertia weight (w) and acceleration coefficients (c), are introduced to improve feature selection
across multiple cancer datasets, including colon, small round blue cell tumour (SRBCT), lymphoma,
leukaemia, and lung cancer.

2. Improved generalisation and stability: The proposed Variable-Length Adaptive Particle Swarm
Optimisation with Local Search (VL-APSO-LS) demonstrates that adaptive parameter configurations
for both w and c coefficients can reduce overfitting and stabilise model performance across different
datasets.

3. Comprehensive classification evaluation: The selected features are evaluated using four widely used
machine learning classifiers: k-nearest neighbour (KNN), decision tree (DT), Naive Bayes (NB), and
Support Vector Machine (SVM) classifiers.

The remainder of this study is organised as follows. Section 2 reviews the related literature, Section 3

describes the proposed methodology, Section 4 presents the experimental results and performance evaluation,
and Section 5 concludes the study.

2. PARTICLE SWARM OPTIMISATION (PSO)

PSO is one of the most well-regarded evolutionary, swarm-based algorithms in the literature and is widely
employed as a feature selection algorithm for GEP, in which specific generated solutions randomly move
within the search and work to obtain optimal solutions (Mohammed & Beitollahi, 2022; Shami et al., 2022).
Since its initial development by Kennedy and Eberhart, numerous variants of PSO have been proposed to
enhance solution quality and optimisation efficiency (Kennedy, 1997; Kennedy & Eberhart, 1997).

2.1. Fundamentals of PSO

The fundamental concept of PSO involves learning from neighbours' experiences through the
communication of global best (gbesf) information and integration of the individual's own experience
(pbest)(Tran et al., 2016). Through iterative updates, particles adjust their positions in the search space to locate
better solutions. Although the original PSO has demonstrated satisfactory optimisation performance, its
learning mechanism may lead to premature convergence. This issue can limit the algorithm’s ability to explore
the search space effectively, especially in high-dimensional optimisation problems such as gene expression
feature selection (Zhang & Sanderson, 2007; Trelea, 2003).

Traditional PSO also typically uses fixed-length particle representations, in which each particle represents
a solution with a fixed number of dimensions. In high-dimensional datasets, such as microarray gene
expression data, this representation may lead to large search spaces and increased computational costs,
potentially resulting in suboptimal feature subset selection and reduced classification accuracy. Researchers
have therefore proposed various PSO variants to improve the efficiency and robustness of optimisation.
Previous studies have shown that effective parameter adjustment can significantly enhance PSO's ability to
escape local optima and achieve more stable convergence toward global solutions (Jain et al., 2022).

2.2. Velocity update mechanism

In PSO, the velocity update consists of three main components: the inertia weight (w), which controls the
balance between exploration and exploitation; the cognitive component (c;), which represents a particle’s
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tendency to return to its own best-known position; and the social component (c,), which represents the
influence of the swarm’s global best position. The inertia weight controls the balance between exploration and
exploitation during the search process. The cognitive component represents a particle’s tendency to return to
its own best-known position (pbest), while the social component represents the influence of the swarm’s global
best position (gbest).

Improper parameter settings of w, ci, and c2 can significantly affect the algorithm’s optimisation
performance (Gad, 2022; Papazoglou & Biskas, 2023). If these parameters are not properly configured, the
algorithm may converge prematurely or fail to explore promising regions of the search space. One of the
earliest improvements to the original PSO was the introduction of the inertia weight parameter into the velocity
update equation. Based on how the inertia weight is determined, these strategies can be classified into three
categories: constant inertia weight, time-varying inertia weight, and adaptive inertia weight. In constant inertia
weight strategies, w remains fixed throughout the optimisation process or is randomly selected within a
predefined range, typically between 0.2 and 1.0. Several PSO variants, such as PSO-LSRG, BBPSO, and
VNDPSO, adopt parameter settings of ¢1 = c2 = 2.0, with w decreasing linearly from 0.9 to 0.4.

In time-varying inertia weight strategies, w is defined as a function of time and gradually adjusted during
the search process. Although these approaches dynamically change w, they are not considered fully adaptive
because they do not account for the swarm's real-time state. Typically, w is initialised with a larger value to
encourage exploration and gradually reduced to promote exploitation. For instance, the MFTIWPSO algorithm
adopts a time-varying inertia weight within the range [1.0, 0.5] (M. Li et al., 2019). Similarly, the linearly
decreasing inertia weight PSO (PSO-LDIW) used ranges such as [0.9, 0.4] or [1.2, 0.9], while random inertia
weight PSO (PSO-RIW) adopted randomly generated values within the interval [1.0, 0.5] (Cao et al., 2023).
Variable-Length PSO (VLPSO), which forms the baseline method in this study, employs ¢ = 1.49445 and uses
a time-varying inertia weight that decreases linearly within the range [0.9, 0.2].

The third category consists of adaptive inertia weight strategies, which dynamically adjust w based on
feedback from the swarm’s current state. For example, chaotic inertia weight PSO (PSO-CIW) determines w
based on personal and global best positions (Ajibade et al., 2023). Other adaptive variants, such as the nonlinear
inertia weight (PSO-NLIW) and an improved binary particle swarm optimisation (IBPSO), adapt both ¢ and
w parameters during the optimisation process to enhance the algorithm’s global search capability (Azar et al.,
2023; Ji et al., 2020; Nouri-Moghaddam, 2023). Because VLPSO currently relies on a time-varying inertia-
weight mechanism, integrating adaptive parameter control is a promising direction for improving optimisation
performance. Although adaptive PSO variants have demonstrated improved search capability, feature selection
for high-dimensional microarray datasets is not limited to PSO-based optimisation. Various filters, embedded,
wrapper, and multi-objective approaches have also been widely investigated in the literature.

Beyond PSO-based approaches, numerous feature selection methods have been successfully applied to
high-dimensional microarray datasets. Filter-based techniques such as Minimum Redundancy Maximum
Relevance (mRMR), Information Gain (IG), and Relief are widely used due to their computational efficiency
and ability to reduce dimensionality prior to classification (Alomari et al., 2020). Embedded approaches,
including Least Absolute Shrinkage and Selection Operator (LASSO), perform feature selection during model
training and have demonstrated effectiveness in identifying discriminative biomarkers (Algamal et al., 2018).
Wrapper-based methods such as Recursive Feature Elimination (RFE) and Genetic Algorithms (GA) have also
been extensively explored to improve classification performance through iterative feature subset optimisation
(Hamed et al., 2018; Peng et al., 2021). More recently, multi-objective optimisation techniques have gained
attention by simultaneously considering classification accuracy and feature subset compactness. Although
these methods have shown promising results, challenges remain in balancing optimisation efficiency, feature
subset quality, and robustness in extremely high-dimensional gene expression datasets. Consequently, adaptive
PSO-based optimisation remains a promising research direction, particularly for high-dimensional feature
selection problems that require efficient exploration of large search spaces.

Despite the success of these approaches, PSO-based optimisation remains attractive because of its strong
global search capability and flexibility in exploring large combinatorial feature spaces. Nevertheless,
conventional PSO still faces several limitations when applied to high-dimensional feature selection problems,
particularly in terms of representation scalability and computational efficiency. These limitations motivated
the development of variable-length optimisation strategies such as VLPSO.
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2.3. Limitations of conventional PSO

Despite PSO's effectiveness, several limitations arise when applying the algorithm to high-dimensional
feature selection problems. One key challenge is the reliance on fixed-length particle representations, which
require substantial memory and increase computational time when handling high-dimensional datasets such as
gene expression profiles (Saraf et al., 2023).

To address this limitation, Variable-Length optimisation strategies have been proposed. In the Variable-
Length PSO (VLPSO) framework, particles can dynamically change their dimensionality during the
optimisation process, allowing more flexible representation of candidate solutions. The length of each particle
in this method is dynamically adjusted by either truncating or appending dimensions to the particle
representation, while preserving learned information in the retained dimensions.

The VLPSO approach enables the algorithm to maintain diversity while adapting its search-space
representation to the evolving optimisation landscape. For example, in a swarm divided into five divisions, the
initial particle lengths may be set to 1000, 2000, 3000, 4000, and 5000 dimensions, respectively (Tran et al.,
2019). If the third division achieves the highest average fitness, its particle length becomes the new reference
length for the swarm, and the particle lengths of other divisions are proportionally adjusted as shown in Figure
1. This proportional resizing helps preserve meaningful feature information while removing redundant
dimensions that do not contribute to optimisation performance. As a result, the algorithm can improve search
efficiency and accelerate convergence toward more discriminative feature subsets (Bi et al., 2023; Shami et
al., 2025).
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Fig. 1. Example of length changing in a swarm with five divisions

However, many existing studies have not clearly separated the treatment of training and testing data when
evaluating variable-length optimisation approaches, leaving a gap in understanding their generalisation
behaviour. Furthermore, evaluating optimisation algorithms solely by training performance may lead to
misleading conclusions due to overfitting. Therefore, classification performance must also be assessed using
unseen testing data. In this study, model performance is evaluated using k-fold cross-validation to ensure
reliable generalisation performance across both training and testing datasets (Ampomah et al., 2020;
Camalan et al., 2021).

To rigorously evaluate the proposed optimisation framework, statistical testing methods are employed.
Traditional null-hypothesis significance testing methods, such as the paired t-test, have limitations when
dealing with small sample sizes (Wasserstein & Lazar, 2016). Therefore, this study complements traditional
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statistical analysis with non-inferiority testing, which determines whether the proposed method performs no
worse than a baseline method beyond a predefined margin (Ravenzwaaij et al., 2019; Stefanos et al., 2020). In
this research, non-inferiority analysis is applied to classification accuracy across cancer datasets using a non-
inferiority margin of 6 = 1 percentage point and a one-sided significance level of o = 0.05. The proposed VL-
APSO-LS method is compared with the baseline VLPSO-LS using both the Wilcoxon signed-rank test and a
non-inferiority framework to ensure a robust, statistically meaningful evaluation, and is also compared with
the PSO state of the art.

3. PROPOSED APPROACH

Feature selection and classifier design play a critical role in high-dimensional microarray-based cancer
classification, where extreme dimensionality and limited sample sizes often degrade predictive performance.
To address these challenges, this study proposes an enhanced Variable-Length Adaptive Particle Swarm
Optimisation with Local Search (VL-APSO-LS) framework designed to improve convergence stability and
feature compactness.

3.1. Framework overview

The experimental framework is designed to systematically evaluate the proposed optimisation strategy
through controlled baseline comparison, multi-classifier validation, rigorous statistical testing, and
benchmarking against state-of-the-art methods. The results demonstrate that the adaptive variable-length
mechanism improves convergence stability and feature compactness while maintaining statistically validated
performance gains. The overall experimental architecture is illustrated in Figure 2.

Stage [
Feature Selection
Dynamic Representation | Adaptive Parameters | Local LS

Baseline Model Proposed Model
VLPSO-LS VL-APSO-LS

Stage 11
Evaluation
KNN | Decision Tree | Naive Bayes | SVM

Statistical Validation
Cross-Validation | Wilcoxon Signed Test | Non-Inferiority Test

Benchmarking
LDIW-PSO | ADIVACO | State-of-the-Art

Stage 111

Stage IV

Fig. 2. Experimental framework

The framework in Figure 2 is organised into four sequential stages to ensure methodological transparency
and rigorous evaluation. Stage I focuses on feature selection, where the baseline VLPSO-LS and the proposed
VL-APSO-LS are executed in parallel under identical conditions. This controlled configuration enables a direct
assessment of the impact of adaptive parameter learning and dynamic representation on convergence behaviour
and feature compactness. Stage II evaluates the discriminative capability of the selected feature subsets using
multiple classifiers. By incorporating K-Nearest Neighbour (KNN), Decision Tree (DT), Naive Bayes (NB),
and Support Vector Machine (SVM), the framework mitigates classifier-specific bias and provides a
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comprehensive evaluation of generalisation performance. Stage III introduces statistical validation through
cross-validation, Wilcoxon signed-rank testing, and non-inferiority analysis to determine whether observed
performance improvements are statistically reliable rather than attributable to random variation. Finally, Stage
IV extends the analysis to benchmarking against established state-of-the-art optimisation strategies, including
Linear Descending Inertia Weight (LDIW-PSO) and Adaptive Dynamic Inertia Weight and Acceleration
Coefficient Optimisation (ADIVACO). This final stage ensures that the proposed framework is evaluated not
only against its baseline but also within the broader optimisation landscape.

3.2. Comparative PSO-based algorithms

Previous enhancements to PSO, LDIW-PSO, and ADIVACO have demonstrated improved balance
between exploration and exploitation. LDIW-PSO is a widely used PSO variant designed to improve the
balance between exploration and exploitation during the optimisation process. In this method, the inertia
weight w decreases linearly over iterations, allowing the swarm to perform global exploration in the early
stages and gradually shift toward local exploitation in later stages. The inertia weight is calculated as:

(k) — Wmax=Wmin)X(Maxy—k) . k
w - ( (Maxg) t Wmm) Xz (1)

Where w denotes the inertia weight, z* is a chaotic mapping u from the previous iteration, with the formula
of logistic mapping is

ZF=puxz¢1x(1-2) 2)

The acceleration coefficients of LDIW-PSO is expressed as

c= ((Cmax - Cmin) X (Maxk - k)

(Maxk) + Wmin) X Cin

3)

Where ¢, and c,;, is the range of ¢. This mechanism improves convergence speed and helps guide
particles toward promising regions of the search space. However, LDIW-PSO may still suffer from premature
convergence when dealing with highly multimodal optimisation problems.

ADIVACO is an enhanced PSO variant that introduces adaptive control mechanisms for both the inertia
weight and acceleration coefficients. Unlike standard PSO or LDIW-PSO, which use adaptive or time-varying
parameters, ADIVACO dynamically adjusts these parameters based on the optimisation state to improve the
exploration-exploitation balance. The adaptive inertia weight is computed using a hyperbolic tangent
formulation:

w = utanhd 4)

Where u is a scaling parameter, and ¢ represents the time-varying control variable. The acceleration
coefficients of ADIVACO is expressed as

¢1 = ¢, = ucoshy (5)

Where ¢; = ¢, represent the cognitive and social acceleration coefficients, respectively.

Both LDIW-PSO and ADIVACO employ the conventional PSO velocity update mechanism and maintain
a fixed particle length during the optimisation process. These algorithms are commonly evaluated using
benchmark optimisation functions and have not yet been extensively tested on real-world optimisation
problems.

3.3. Datasets description

The microarray medical datasets used in this study are publicly available online (Zhu et al., 2007). Table 1
shows the breakdown of the total number of samples used for classification across various cancer datasets. For
cach dataset, the total number of samples, the number of training and testing samples, and the number of
original features prior to any feature selection are reported.
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Tab. 1. Summary of dataset characteristics

Dataset Leukaemia SRBCT Colon Lymphoma Lung Cancer
Class 2 4 2 3 2

Total Samples 72 83 62 62 181
Original Feature 7129 2308 2000 4026 12533

— Leukaemia: Leukaemia is broadly classified into Acute Myeloid Leukaemia (AML) and Acute
Lymphoblastic Leukaemia (AML). This dataset contains 72 samples, including 47 ‘ALL’ and 25 AML
samples, with 7,129 gene expression features.

— Small Round Blue Cell Tumour (SRBCT): The dataset consists of four classes: neuroblastoma (arising
in tissues along the spine, chest, abdomen, or pelvis), rhabdomyosarcoma (originating from muscle
tissue), Ewing’s sarcoma (affecting soft tissue around bones), and Wilms tumour (a form of kidney
cancer). The dataset includes a relatively balanced number of training and testing samples (63 and 20,
respectively), with a high-dimensional feature space of 2,308 features.

— Colon Tumour: The dataset includes 62 samples obtained from colon tumour patients, consisting of 40
tumour biopsies (negative, -ve) and 22 normal healthy biopsies (positive, +ve) collected from the same
individuals. The original dataset contains 6,500 gene expression features, of which 2,000 were selected
for analysis.

— Lymphoma: It is a cancer of the lymphatic system, including the lymph nodes and the spleen, and is
commonly categorised into Hodgkin and non-Hodgkin lymphoma. The lymphoma dataset exhibits a
sample distribution similar to that of the SRBCT dataset but contains slightly more features, for a total
of 4,026.

— Lung cancer: It originates in lung tissue. The lung cancer dataset has the largest number of samples
among the datasets considered, with 181 samples in total, of which 103 are used for testing. This dataset
also has the highest feature dimensionality, comprising 12,533 gene expression features.

The use of multiple benchmark datasets is essential to evaluate the robustness and generalisation capability
of the proposed VL-APSO-LS framework. The selected datasets differ substantially in terms of dimensionality,
sample size, class distribution, and biological characteristics. Evaluating the proposed method across diverse
datasets allows the experiment to assess whether the adaptive optimisation mechanism consistently improves
feature selection performance across different problem complexities and to avoid dataset-specific conclusions.

3.4. Adaptive variable-length PSO for FS

The proposed VL-APSO-LS extends the conventional variable-length particle swarm optimisation
framework by incorporating adaptive parameter control within the velocity update mechanism. In the standard
VLPSO-LS, particles dynamically adjust their representation length to determine the number of selected
features; however, the search behaviour is governed by static acceleration coefficients and predefined inertia
scheduling. In contrast, VL-APSO-LS introduces adaptive inertia weight and adaptive acceleration coefficients
that respond to fitness progression during the optimisation process. This adaptive learning strategy enables the
swarm to dynamically regulate exploration and exploitation, thereby mitigating premature convergence and
enhancing convergence stability.

The velocity update mechanism is reformulated to integrate adaptive diversification control and dynamic
representation learning, allowing particles to simultaneously adjust their positional search trajectory and subset
dimensionality. By coupling adaptive parameter control with variable-length encoding, the proposed method
aims to identify compact yet discriminative feature subsets in high-dimensional microarray data. The
configuration settings and evaluation parameters used in this study are summarised in Table 2.

3.5. Classification and validation strategy

To evaluate the discriminative quality of the selected feature subsets, four classifiers were employed: KNN,
DT, NB, and SVM. These classifiers represent diverse learning paradigms, including distance-based, rule-
based, probabilistic, and margin-based approaches, and are also the most widely used in machine learning
algorithms for classification (Bokhare & Jha, 2023; Ozcan et al., 2022).

Performance evaluation was conducted using k-fold cross-validation to ensure robust estimation and
maximise data utilisation. This approach allows each sample to be used once for validation, thereby reducing
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the risk of overfitting and improving the reliability of the reported classification accuracy (Mahesh et al., 2023).
It ensures that each sample is used for validation exactly once, helping mitigate overfitting and underfitting.

Beyond empirical comparison, statistical validation was performed using the Wilcoxon signed-rank test
and a non-inferiority framework. The Wilcoxon test was employed to assess paired performance differences
across folds without assuming normality. The non-inferiority analysis evaluated whether the proposed VL-
APSO-LS method performs no worse than the baseline VLPSO-LS beyond a predefined margin (8 = 1
percentage point) at a one-sided significance level of a = 0.05. Unlike conventional null-hypothesis
significance testing, the non-inferiority framework explicitly evaluates practical equivalence, thereby
preventing misleading interpretations of non-significant results. This dual-validation strategy ensures that
observed performance improvements are statistically robust and practically meaningful, rather than attributable
to sampling variability. The process summary is shown in Table 2.

Tab. 2. Summary of datasets, techniques, and evaluation measures

Component Description

Datasets Leukaemia, SRBCT, Colon, Lymphoma, Lung Cancer

Feature selection VLPSO-LS (baseline), VL-APSO-LS (proposed)

Classifiers KNN, DT, NB, SVM

Validation k-fold cross-validation

Statistical Tests Wilcoxon signed-rank test; Non-inferiority test (3 = 1 pp, a = 0.05)
Runs of each experiment 30 times

The evaluation was conducted on five benchmark microarray datasets to assess the robustness and
generalisability of the proposed VL-APSO-LS framework across diverse problem characteristics. These
datasets differ in terms of dimensionality, sample size, class distribution, and cancer type, thereby providing a
comprehensive test environment for feature selection algorithms. Evaluating multiple datasets allows
investigation into whether the proposed adaptive optimisation strategy consistently improves performance
across different biological domains and data structures, rather than producing results specific to a single
dataset.

A stratified 10-fold cross-validation procedure was employed to evaluate the proposed method. For each
fold, the dataset was partitioned into training and testing subsets. All preprocessing operations, including
normalisation, IG ranking, Symmetric Uncertainty (SU) filtering, and feature selection using VL-APSO-LS,
were conducted exclusively on the training subset.

The test subset was not involved in any stage of feature ranking, feature selection, or parameter estimation.
The selected feature subset and normalisation parameters obtained from the training data were then applied to
the corresponding test subset to evaluate the classifier. This procedure, as shown in Figure 3, prevents
information leakage and ensures an unbiased estimation of classification performance. This protocol strictly
follows best practices for feature selection evaluation and eliminates the possibility of information leakage
between the training and testing partitions.

Due to the stochastic nature of PSO-based optimisation, each experiment was independently repeated 30
times using different random initialisations of particle positions and velocities. The reported results correspond
to the average performance obtained across all runs. This repeated-run protocol was adopted to minimise the
influence of random variation and to provide a more reliable assessment of algorithm performance.
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Fig. 3. Validation procedure used in each cross-validation iteration
3.6. Algorithm procedure

Based on the variable-length representation, VLPSO-LS and the proposed VL-APSO-LS allow particles
within the population to assume arbitrary lengths smaller than the original problem dimensionality. In this
framework, the exemplar serves as a dimension-wise learning reference that guides each particle's velocity
update. This mechanism extends the learning process beyond the conventional reliance on personal best (pbest)
and global best (gbest) positions. As illustrated in Figure 4, for each particle i and each dimension d, an
exemplar index e; 4 is assigned to identify the particle whose historical best position serves as the learning
source for that specific dimension. This mechanism allows different dimensions of the same particle to learn
from different members of the swarm. Such a distributed learning strategy increases population diversity and
reduces the risk of premature convergence. Rather than being guided by a single global attractor, the search
process is influenced by multiple informative sources throughout the swarm.
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Tab. 3. Data structure of particle i in the VLPSO algorithm (Tran et al., 2019)

Dimension (d): 1 2 3 4 5 1 2 3 L
Position (x): 0.8 | 03 0.9 0.4 0.1 [ 06 ] 02 0.7 0.2
Velocity (»): | 01 ] 02 | 05 [ 04 | o1 Jo2] 04 [ 03 | ... | 02
Exemplar(¢e): | 8 | 7 [ 5 | 6 | 2 [ 3] 72 | 8 | .. | 1
Learning Probability (Pc) = Eq. 6 Renew Exemplar Count =3

The exemplar is established during the population initialisation phase, after all particles have determined
their respective pbest positions as illustrated in Table 3. Typically, this selection is performed using a fitness-
based mechanism such as tournament selection. Subsequently, exemplars are updated adaptively rather than
at every iteration. The update is triggered when a particle stagnates for a predefined number of iterations,
controlled by the renew exemplar count parameter, or when the learning probability Pci is met. This adaptive
update strategy maintains a balance between exploration and exploitation, enhancing the global search
capability of the VLPSO algorithm. The overall process of the proposed framework is illustrated in Figure 4,
which presents the complete workflow of the variable-length adaptive PSO mechanism.

The learning probability Pc; determines the likelihood that particle i selects exemplars from other particles
rather than learning exclusively from its own experience. Following the comprehensive learning strategy,
particles with better rankings are assigned lower learning probabilities, whereas particles with poorer rankings
are assigned higher learning probabilities to encourage exploration. The learning probability is computed
using:

- (10(ra;l_k1(l) 1))_1

e
Pe; = 0.05 + 045 X — _—S5—

(6)

Where Pc; denotes the learning probability of the particle i, rank(i) represents the fitness ranking of the
particle i within the swarm, and S denotes the swarm size. The exponential mapping generates a non-linear
distribution of learning probabilities within the range [0.05,0.50], allowing highly ranked particles to preserve
exploitation behaviour while encouraging lower-ranked particles to increase exploration through exemplar
learning. This mechanism helps maintain population diversity and reduces the risk of premature convergence
during the optimisation process.
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Fig. 4. Overall variable-length adaptive PSO

algorithm

Based on Figure 4, the proposed optimisation process begins with the initialisation and swarm division
stages. During the preprocessing phase, the input particles are normalised, and the feature set is ranked by
relevance using symmetric uncertainty and information gain. The symmetric uncertainty between two

variables is defined as:
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__ [ IG(FIC)
SUGF,C) = [H(F)+H(C) )
Where SU(F,C) represents the symmetric uncertainty between features F and C, IG denotes the
information gain and H(.) is the entropy function. The information gain used to quantify feature relevance is
computed as:

IG(F|C) = H(F) — H(F|C) 3

Where H(F) represents the entropy of feature F and H(F, C) denotes the conditional entropy of H given
C. These measures are used to rearrange the features in descending order of importance prior to the swarm
division process. The swarm is then partitioned into several divisions according to the predefined number of
divisions, which determines the division size.

PopSize
NbrDiv (9)

DivSize =

Where PopSize denotes the total size of particle in population and NbrDiv represents the number of
divisions. For each division, the particle length is determined using the length formulation.

v
ParLen, = MaxLen * NbrDiv (10)

Where ParLen,, denotes the updated particle length, MaxLen corresponds to the particle length associated
with the maximum length of the division, and v denotes the division index.

After the swarm division stage, each subgroup undergoes fitness evaluation based on a combination of
classification accuracy and a distance-based criterion. Classification accuracy is obtained from several
classifiers, including KNN, DT, NB, and SVM, while feature diversity is measured using the Manhattan
distance. These two criteria are integrated through the composite fitness function.

fitness = (y.accuracy + (1 —y).distance (11)

Where fitness denotes the evaluation value of the particle, accuracy represents the classification
performance, distance corresponds to the Manhattan distance between feature subsets, and y controls the
balance between the two criteria.

The exemplar selection strategy is then performed as described in Algorithm 1. For each dimension, a
particle either retains itself as the learning reference or selects another particle with better fitness performance.
The computed fitness values are used for exemplar assignment, division comparison, and learning probability
updates, thereby ensuring consistent adaptive behaviour across the swarm.

Based on the average fitness obtained from each division, particle lengths are dynamically adjusted using
the structural adaptation mechanism described in Algorithm 2. The length-changing procedure regulates the
dimensional expansion or reduction of particles through

__ BestlLenxk

Newlen = W (12)

Where NewLen denote the updated and previous particle lengths, respectively, and k represents the order
length adjustment. During this step, dimensions may be appended or removed to maintain balanced
performance across divisions.

Within each iteration, the hybrid adaptive parameter configuration described in Algorithm 3 is applied. The
time-varying w is computed using the linear decreasing w formulation of LDIW-PSO using Eq. (1) and ¢ of
LDIW-PSO is expressed as Eq. (3). In addition, the adaptive inertia weight mechanism adopted from
ADIVACO is expressed as Eq. (4) and the ¢ for ADIVACO is adaptively adjusted using Eq. (5).

Using these adaptive parameters, particle velocities and positions are updated according to the standard
PSO learning mechanism. The velocity update rule is defined as
vigl = wivig+ € Tig -pbest}i(d) — xfq

(13)
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Where v}; *represents the current velocity of particle i at iteration ¢, w; denotes the inertia weight of particle
i, v}, are the velocity of particle i at iteration ¢, ¢; is the acceleration coefficient of particle i, ;4 are random
numbers in the interval [0,1], pbest}i X d)denotes the personal best position, and xf; denotes the position of

particle 7 at iteration ¢. The particle position is then updated according to

t+1 _ .t t+1
Xig = = Xig t Vig (14)
Where x/* represents the current position of particle i.

To simultaneously optimise classification performance and feature diversity, a composite fitness function
is employed. The fitness value is defined as:

fitness = (y X accuracy) + ((1 — y) X distance) (15)

Where fitness is the overall quality measure of a particle, accuracy denotes the classification accuracy
achieved by the selected feature subset, distance represents the Manhattan distance used to evaluate feature
diversity, and y € [0,1] is a weighting parameter that determines the relative importance of the two objectives.
The resulting fitness values are subsequently used to rank particles within the swarm. Based on these rankings,
the Pc; of each particle is computed to regulate the exemplar selection mechanism. Particles with superior
fitness rankings are assigned lower learning probabilities to preserve exploitation behaviour, whereas particles
with poorer fitness rankings receive higher learning probabilities to encourage exploration.

The iterative process continues until the stopping criterion is satisfied. Once convergence is achieved, the
best-performing particle is selected as the final feature subset. The selected features are subsequently evaluated
using multiple classifiers, including KNN, DT, NB, and SVM. Complementing the conceptual workflow,
Table 4. presents the complete algorithmic realisation of the proposed framework.

Tab. 4. Pseudocode for VLPSO and VL-APSO-LS

Algorithm 1: Exemplar Assignment
Input: Particle i
Output: Exemplar for each dimension of Particle i
1 begin
2 L « the length of particle ;
3 ford=1toLdo
4 Rnd < arandom value drawn from a uniform distribution;
5  PCi « Pc of particle i;
6  if (Rnd >= PCi) then
7 exemplar[d] « i;
8 else
9 p1 < randomly pick a particle that is
different from i and has a length
longer than d;
10 p, <« randomly pick a particle that is
different from i and p; and has a
length longer than dj
11 **// Calculate fitness for p; and p, using classifier**
12 if (Model =="'KNN') then
13 fitness_p; « CrossValidation(CalculateKNNAccuracy(p; ), k=10);
14 fitness_p, <« CrossValidation(CalculateKNNAccuracy(p,) k=10);
15 else if (Model == 'DT") then
16 fitness_p; «— CrossValidation(CalculateDT Accuracy(p, ),k=10);
17 fitness_p, « CrossValidation(CalculateDTAccuracy(p,), k=10);
18 else if (Model == 'NB') then
19 fitness p; <« CrossValidation(CalculateNBAccuracy(p; ),k=10);
20 fitness_p, <« CrossValidation(CalculateNBAccuracy(p,), k=10);
21 else if (Model =="'SVM') then
22 fitness_p; «— CrossValidation(CalculateSVMA ccuracy(p, ),k=10);
23 fitness_p, <« CrossValidation(CalculateSVMAccuracy(p,), k=10);
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Tab. 4. Pseudocode for VLPSO and VL-APSO-LS, continued

Algorithm 1: Exemplar Assignment, continued

24 end

25 **// Compare fitness and assign exemplar**
26 if (fitness_p; > fitness p,) then
27 exemplar[d] < p;;

28 else

29 exemplar[d] < p,;

30 end

31 end

32 end

33 Return exemplar;

34 end

Algorithm 2: Length Changing Procedure
Input: Current swarm
Output: New swarm

1 begin

2 NbrDiv < Number of divisions of the current swarm,;

3 MaxLen «— Max length of particles in the current swarm;
4 Calculate the average fitness of each division;

5 BestLen < Particles' length of the best division;

6  if (BestLen # MaxLen) then

7 k< 1;

8 for each division v (different from the best division) do
9 NewlLen < BestLen x k + NbrDiv;

10 if (Length of particles in v < NewLen) then

11 Append more dimensions to particles in v to have NewLen dimensions;
12 Randomly initialise the new dimensions;

13 // Calculate fitness using classification models

14 if (Model == 'KNN') then

15 fitness < CalculateKNNAccuracy(particle);

16 else if (Model =="'DT") then

17 fitness «— CalculateDTAccuracy(particle);

18 else if (Model == 'NB') then

19 fitness «— CalculateNBAccuracy(particle);

20 else if (Model =='SVM') then

21 fitness «— CalculateSVMAccuracy(particle);
22 end

23 // Calculate distance (e.g., Manhattan Distance)
24 distance < CalculateDistance(particle);

25 // Combine accuracy and distance for final fitness
26 finalFitness < (y * accuracy) + ((I - y) * distance);
27 // Update particle fitness

28 UpdateFitness(particle, finalFitness);

29 k=k+1;

30 else

31 if (Length of particles in v > NewLen) then

32 Remove the last dimensions of particles in v to have NewLen dimensions;
33 // Recalculate fitness after dimension removal
34 fitness < RecalculateFitness(particle);

35 k=k+ 1,

36 end

37 end

38 end

39 end

40 Calculate Pci for all particles using Eq. (6);
41 Renew exemplar of particles; / Algorithm 1
42  Return swarm;

43 end
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Tab. 4. Pseudocode for VLPSO and VL-APSO-LS, continued

Algorithm 3: Hybrid Adaptive Parameter Configuration (VL-APSO-LS)
Input : swarm (positions x, velocities v, exemplars), iteration t, maxlIter, Scheme € {1,2,3}
Output: swarm (updated velocities and positions)

1 begin

2 // Step 1: compute adaptive candidates from two strategies

3w L« Compute w LDIWPSO(t) //'Eq. (1)
4 ¢ L« Compute c LDIWPSO(t) //'Eq. (3)
5 w_ A« Compute w_ADIVACO(t) /I Eq. (4)
6 ¢ A« Compute ¢ ADIVACO(t) /' Eq. (5)

7 // Step 2: choose ONE configuration scheme (OR)
8 if (Scheme == 1) then

9 a<—0.30 // weight for LDIWPSO
10 b« 0.70 // weight for ADIVACO
11  else if (Scheme == 2) then

12 a«—0.50

13 b« 0.50

14 else if (Scheme == 3) then

15 a<—0.70

16 b« 0.30

17 endif

18 // Step 3: hybrid adaptive parameters (single c, assume c¢; = ¢» = ¢)
19 we—a*w L+b*w A4

20 c<—a*c_Z+b*c_A

21 // Step 4: update velocity & position (exemplar-based / comprehensive learning)
22 for each particle i in swarm do

23 L i <« length(particle 7)

24 ford=1toL ido

25 r < rand(0,1)

26 p < exemplar_i/d] // exemplar index for dim d
27 v ifd] «—w*v_ ifd] +c*r*(x_p[d] —x_i[d]) //Eq.(13)

28 x_ifd] «— x i[d] +v_i[d] // Eq. (14)

29 end for

30 ApplyBoundsOrBinarization(x_i)

31 end for

32 Return swarm

33 end

Based on Table 4, Algorithm 1 formalises the exemplar assignment mechanism at the dimension level.
Algorithm 2 implements the variable-length adaptation mechanism. Algorithm 3 governs the hybrid adaptive
parameter configuration. At each iteration, candidate inertia weights and acceleration coefficients are
computed separately using the LDIW-PSO and ADIVACO parameter strategies. One of three predefined
configuration schemes is then selected (Scheme 1, Scheme 2, or Scheme 3), assigning different contribution
weights to each strategy. The final adaptive parameters are obtained by combining these weights and are
subsequently used in the exemplar-based velocity and position update equations. Through this hybrid
parameter control mechanism, the algorithm dynamically balances exploration and exploitation while
preserving structural adaptability.

3.7. Experimental design and method configuration

This section describes the experimental configuration used to evaluate the proposed hybrid adaptive
strategy under controlled and reproducible conditions. The proposed VL-APSO-LS method integrates adaptive
parameter control with dynamic particle-length adjustment to improve feature selection in high-dimensional
microarray gene-expression datasets. The framework combines mechanisms inspired by LDIW-PSO, which
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employs time-varying inertia weight and acceleration coefficients, and ADIVACO, which introduces adaptive
diversification control. Table 5. summarises the parameter-control components used in both the baseline and

comparative methods.

Tab. 5. Summary of control components adopted in the development of VL-APSO-LS

Method Particle Inertia Weight Acceleration Velocity Update
Representation Factor
LDIW-PSO Fixed Time-varying Time-varying Conventional
ADIVACO Fixed Adaptive Adaptive Conventional
VLPSO-LS Dynamic Time-varying Static Comprehensive
VL-APSO-LS Dynamic Adaptive Adaptive Comprehensive

Unlike VLPSO-LS, which employs partially adaptive mechanisms, VL-APSO-LS incorporates a dynamic
particle representation and adaptive inertia weights and acceleration coefficients that respond to particle
performance across swarm divisions. The relative contributions of the LDIW-PSO and ADIVACO
components are implemented through weighted integration within the velocity update formulation. This
hybridisation strategy aims to regulate the exploration-exploitation balance more flexibly in high-dimensional
search spaces, resulting in three exploration-exploitation configurations:

— Scheme 1 (30% LDIWPSO + 70% ADIVACO): This scheme emphasises adaptive diversification
control of ADIVACO by prioritising exploitation and convergence stability, while mitigating oscillatory
search behaviour.

— Scheme 2 (50% LDIWPSO + 50% ADIVACO): This configuration balances global exploration and
local exploitation to achieve stable convergence and consistent feature subset quality.

— Scheme 3 (70% LDIWPSO + 30% ADIVACO): This configuration increases the influence of linearly
decreasing inertia weight, encouraging broader search diversification during early iterations at the
potential expense of late-stage fine-tuning.

The three schemes were predefined before experimentation and were evaluated independently without
selecting a scheme based on test performance. Similarly, classifier parameters followed standard settings
commonly adopted in previous studies. The proportional configurations (30-50-70%) were selected to
represent low, balanced, and high dominance scenarios of each strategy, enabling controlled analysis of
exploration-exploitation dynamics while maintaining manageable hyperparameter dimensionality. This design
allows attribution of performance differences specifically to the exploration-exploitation balance rather than
to unrelated parameter variations.

A sensitivity analysis was conducted by comparing Schemes 1, 2, and 3 across all benchmark datasets. The
results indicate that increasing the contribution of ADIVACO generally improves exploration capability and
classification performance, whereas higher LDIWPSO dominance tends to promote convergence stability. The
balanced configuration (Scheme 2) provides a favourable trade-off between classification accuracy, feature
subset compactness, and optimisation stability as shown in Table 6.

3.7.1. Wilcoxon signed-rank trend analysis

In this study, the Wilcoxon signed-rank test was employed to assess the performance differences between
VL-APSO-LS and the baseline VLPSO-LS. This test evaluated the median differences in fitness and
classification accuracy across paired results from each dataset and cross-validation fold. The procedure was
carried out as follows: First, the differences d; = X; —Y;, for i = 1,2,...,k, were computed, where d;
represents the difference in either fitness or accuracy. Zero differences (d; = 0) were excluded from the
analysis. The absolute differences |d;|were then ranked, with average ranks assigned in the case of ties. The
differences were noted, and the rank sums were calculated. Specifically, W *denotes the sum of ranks with
positive d;, and W™ represents the sum of ranks with negative d;. The test statistic W is determined as the
minimum of W* and W ™. The decision rule is as follows: if p < 0.05, a significant difference is found
between VL-APSO-LS and VLPSO-LS; if p > 0.05, no significant difference is detected.

The primary focus was on capturing the trend in performance change, as reflected in the Wilcoxon statistics.
Specifically, a trend of increasing values W tindicates an improvement, while a trend of decreasing W ~sign
indicates consistent degradation. The trend indicators (1, |, =, Mixed) provide a clear representation of
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directional shifts in performance across the datasets, indicating whether the proposed method generally
improves, degrades, or maintains performance comparable to the baseline.

3.7.2. Non-inferiority evaluation procedure

Non-inferiority testing inverts the typical null hypothesis logic. Rather than asking whether two methods
differ, it asks whether the new method is no worse than the baseline, particularly when the new method offers
additional advantages such as lower cost or reduced complexity within a pre-specified margin (§). This margin
represents the maximum tolerable loss in performance that would still render the new algorithm acceptable.
For instance, if § = 2% accuracy, then demonstrating that VL-APSO-LS is within 2% of VLPSO establishes
non-inferiority. If the confidence interval around the performance difference lies entirely above —§, non-
inferiority is confirmed (Gibbons & Chakraborti, 2003). Superiority analysis assesses whether a new method
achieves statistically significant improvement over an existing process (Stefanos et al., 2020; Ravenzwaaij et
al., 2019).

This evaluation was conducted using a predefined non-inferiority margin (8), which served as a practical
threshold to ensure that the proposed method achieved results at least comparable to the baseline. The
hypotheses tested were: Hy: fyg < —6 (indicating that VL-APSO-LS is inferior) and Hq: 4y > —6 (indicating
that VL-APSO-LS is non-inferior). The sample statistics used in this analysis were the mean difference d,

calculated as %Zidi, and the standard deviation S;, which was derived from the formula S; =

\/ﬁZi(di — d)2. The standard error (SE) was then calculated as SE = %. The test statistic, ty;, was

computed using the formula t,; = ds—-':.

Where n = 3, for the three schemes (Scheme 1, Scheme 2, and Scheme 3), which the decision rule was
based on the calculated ty;: if ty; > t(1_qn-1), non-inferiority was concluded. The test statistic followed a #-
distribution with n — 1 degrees of freedom of the three schemes (Scheme 1, Scheme 2, and Scheme 3) were
calculated as df = 3 - 1 = 2. If the 95% confidence interval lower bound was greater than zero
(LBgs% =d-— t1—qn-1 X SE ) > 0, superiority was concluded. This approach enables a robust evaluation of

whether the proposed method is statistically non-inferior to the baseline and, if applicable, superior.

4. RESULTS AND DISCUSSION
4.1. Classification performance on test data

To further examine the impact of different hybrid configurations in the proposed VL-APSO-LS method, a
comprehensive fitness comparison was conducted. The experiments were performed on five widely used gene-
expression microarray datasets: Colon, SRBCT, Lymphoma, Leukaemia, and Lung cancer. Performance was
evaluated using four classifiers: KNN, DT, NB, and SVM. The analysis focuses on fitness values, statistical
validation, convergence behaviour, classification accuracy, and feature-selection effectiveness. Table 5.
summarises the classification accuracy obtained on unseen test data across the five benchmark datasets using
the four classifiers.

A comprehensive comparison between the baseline VLPSO-LS and the proposed VL-APSO-LS,
summarised in Table 5, highlights their performance across five benchmark gene-expression datasets. The
comparison includes feature subset size, mean fitness, classification accuracy, and the best-performing
classifier. Overall, VL-APSO-LS consistently demonstrates superior or competitive classification accuracy
while effectively controlling feature dimensionality. The Wilcoxon trend test, derived from the Wilcoxon
signed-rank test, indicates statistically significant improvements across several configurations.
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Tab. 6. Classification results that focus on test accuracy

. Mean Best Wilcoxon
Dataset Method Size Fitness Accuracy Classifier Trend
VLPSO-LS 491 77.74 83.48 SVM
Colon Scheme 1 86 79.74 85.85 SVM
Scheme 2 87 80.40 85.35 SVM
Scheme 3 83 80.72 86.07 SVM
VLPSO-LS 74 89.59 100 NB
Scheme 1 70 89.75 100 KNN =
SRBCT Scheme 2 71 89.80 100 KNN ~
Scheme 3 72 89.80 100 KNN =
VLPSO-LS 486 87.65 91.9 SVM
Lymphoma Scheme 1 303 99.38 97.67 SVM
Scheme 2 299 99.44 97.69 SVM
Scheme 3 300 99.45 97.4 SVM 1
VLPSO-LS 119 87.64 96.75 SVM
Leukaemia Scheme 1 850 91.56 95.88 SVM 1
Scheme 2 840 88.48 95.25 NB 1
Scheme 3 854 91.64 96.77 SVM 1
VLPSO-LS 2136 84.01 93.97 SVM
Lung Scheme 1 2202 82.94 94.14 SVM 1
Scheme 2 2112 82.98 95.62 SVM 1
Scheme 3 2114 83.00 93.89 SVM l

1. In the Colon dataset, all VL-APSO-LS schemes significantly reduce the number of selected features
from 491 to fewer than 90, while improving classification accuracy from 83.48% to a maximum of
86.07%. This result indicates that the adaptive optimisation mechanism successfully removes redundant
features and enhances the discriminative capability of the selected subset.

2. In the Lymphoma dataset, A similar pattern is observed where VL-APSO-LS reduces the number of
selected features by approximately 38% compared with the baseline while achieving classification
accuracies exceeding 97%. Notably, Scheme 2 achieves the highest accuracy (97.69%) with only 299
selected features, demonstrating an effective balance between dimensionality reduction and predictive
performance.

3. In the Leukaemia dataset, the number of selected features increases under VL-APSO-LS, although the
resulting classification accuracy remains comparable to or slightly higher than that of the baseline
method. This observation suggests that, for datasets with complex class boundaries, retaining additional
informative features may improve classification reliability. Importantly, the improvement in accuracy
indicates that the additional features provide useful information rather than introducing redundancy.

4. In the SRBCT, all methods achieve perfect classification accuracy (100%), indicating that the dataset is
inherently well-separated. Consequently, VL-APSO-LS primarily yields modest feature reduction
without degrading predictive performance, demonstrating robustness and stability.

5. In the lung cancer dataset, Schemes 1 and 2 achieve modest improvements in classification accuracy
(up to 95.62%), whereas Scheme 3 exhibits a slight performance decline despite maintaining a similar
feature subset size. This behaviour suggests that excessively aggressive or imbalanced update
proportions may negatively affect generalisation performance, particularly for heterogeneous datasets.

Across all datasets, SVM emerges as the most effective classifier, frequently achieving the best
classification performance, especially when combined with VL-APSO-LS. This finding highlights the strong
compatibility between margin-based classifiers and adaptive feature-selection strategies in high-dimensional
genomic data with limited samples.

Figure 5. presents a comparative analysis of classification accuracy across four optimisation schemes
(VLPSO-LS, Scheme 1, Scheme 2, and Scheme 3). Overall, Scheme 2 consistently achieves the highest
classification accuracy across classifiers, followed by Scheme 1 and Scheme 3, whereas the baseline VLPSO-
LS generally performs the worst.
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Fig. 5 The classification result comparison

As illustrated in Figure 5, the performance improvement is particularly evident for the NB and SVM
classifiers, where Scheme 2 demonstrates clear and stable accuracy gains. Although all classifiers benefit from
the enhanced optimisation schemes, NB achieves the highest overall accuracy, followed by SVM, indicating
that probabilistic and margin-based classifiers respond particularly well to the improved feature selection
strategy. These findings demonstrate the robustness and effectiveness of the proposed optimisation variants in
improving classification performance across different learning models. In addition, the convergence behaviour
illustrated in Figure 5 provides evidence of the algorithm's stability across different configuration schemes,
highlighting the exploration-exploitation characteristics introduced by varying the relative contributions of
LDIWPSO and ADIVACO.

To jointly evaluate classification performance and feature compactness, the Accuracy-to-Feature Ratio
(AFR) was employed as a composite efficiency indicator for each method-classifier combination (J. Li et al.,
2018; Xue et al., 2013):

AFR = Accuracy(.%) (15)
Feature size
Tab. 7. Performance comparison of VLPSO-LS and VL-APSO-LS schemes in terms of accuracy and feature reduction
Scheme Avg. Avg. Feature AFR | Analysis
accuracy size
VLPSO-LS 92.64 275 0.3369 | High accuracy, but the highest feature count
Scheme 1 94.50 248 0.3811 | The most efficient in balancing accuracy and feature size
Scheme 2 94.39 250 0.3775 | Strong balance between accuracy and feature reduction.
Scheme 3 94.65 256 0.3697 | While it improves accuracy, it sacrifices efficiency in feature
reduction

As shown in Table 7, the baseline VLPSO-LS achieves a competitive average accuracy of 92.64%, but at
the cost of selecting the largest average feature subset (275 features), indicating limited efficiency in
dimensionality reduction. Among the proposed configurations, Scheme 1 demonstrates the highest efficiency.
It achieves the second-highest classification accuracy (94.50%) while maintaining the smallest feature subset,
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yielding the highest AFR (0.3811). Scheme 2 provides the most balanced performance, offering a strong
compromise between classification accuracy and feature compactness. With a competitive AFR of 0.3775,
Scheme 2 is particularly suitable for scenarios where both predictive performance and dimensionality
reduction are equally important. As illustrated in Figure 6, Scheme 2 also exhibits the most stable and
consistent optimisation behaviour across datasets, suggesting a well-balanced exploration—exploitation
mechanism during the optimisation process.

In contrast, Scheme 3 achieves the highest average accuracy (94.65%), but with reduced efficiency. Its
larger feature subset results in a lower AFR (0.3697), indicating that the improvement in accuracy comes at
the expense of increased dimensionality. Although Scheme 3 achieves superior predictive performance, the
additional accuracy gain comes at the cost of selecting more features. Since AFR simultaneously considers
classification performance and feature subset compactness, the increase in feature count can outweigh the
relatively modest improvement in accuracy. This suggests that Scheme 3 prioritises maximising predictive
performance, whereas Schemes 1 and 2 provide a more balanced trade-off between classification accuracy and
dimensionality reduction. Consequently, the higher accuracy of Scheme 3 does not necessarily translate into
superior feature selection efficiency when evaluated using AFR.

Finally, although VLPSO-LS achieves relatively high classification accuracy, it retains more features than
the proposed variants, resulting in a lower AFR. This suggests that the baseline method is less efficient in
reducing dimensionality despite maintaining strong predictive performance.

4.2. Statistical validation: Wilcoxon and non-inferiority analysis

The Wilcoxon signed-rank test was employed to examine paired performance differences between VL-
APSO-LS and VLPSO-LS across classifiers and datasets. Given the limited number of paired observations (n
= 4 classifiers per dataset), the test was primarily used to assess the directional trend of performance changes
rather than to establish strict statistical significance. Therefore, the Wilcoxon results were interpreted as
directional indicators of comparative performance. Furthermore, the performance differences observed
between the methods were generally modest, reducing the likelihood of obtaining statistically significant
results under conventional hypothesis testing. Consequently, the Wilcoxon analysis was interpreted as an
indicator of performance tendency (improvement, equivalence, or decline) rather than as the sole criterion for
method comparison. Accordingly, the resulting Wilcoxon statistics are summarised in Table 8 using trend
indicators (1, |, =, Mixed), reflecting whether the proposed method generally improves, degrades, or maintains
comparable performance relative to the baseline. In this context, a mixed trend indicates that neither positive
nor negative performance differences consistently dominate across the evaluated observations, suggesting
variability in the comparative behaviour of the two methods. Such results imply that the effectiveness of the
proposed feature selection strategy may depend on classifier characteristics and dataset-specific properties.

To provide a more comprehensive assessment, the Wilcoxon trend analysis was complemented by non-
inferiority and superiority tests, which are better suited for evaluating practical performance differences when
observed improvements are relatively small.
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Tab. 8. Result validation on the Wilcoxon test trend and non-inferiority test

Classification Accuracy Fitness result
Cancer Data Classifier Wilcoxon Non- Superiority | Wilcoxon Non- Superiority
Trend inferiority Trend inferiority
KNN ! No No 1 Yes Yes
Colon DT 1 Yes No 1 Yes Yes
NB 1 Yes Yes 1 Yes Yes
SVM 1 Yes Yes i Yes Yes
KNN i Yes Yes i Yes Yes
DT l Yes No i Yes Yes
SRBCT NB l No No i Yes Yes
SVM 1 Yes Yes Mixed Yes No
KNN T Yes Yes Mixed Yes No
Lymphoma DT Mixed No No 1 Yes Yes
ymp NB 1 Yes Yes 1 Yes Yes
SVM 1 Yes Yes T Yes Yes
KNN = Yes No 1 Yes Yes
Leukaemia DT ! No No 1 Yes Yes
NB Mixed Yes No 1 Yes Yes
SVM Mixed No No 1 Yes Yes
KNN ! No No ! Yes No
Lung cancer DT M%xed No No M%xed Yes No
NB Mixed Yes No Mixed Yes No
SVM Mixed Yes No | Yes No

Across all datasets, the proposed VL-APSO-LS method demonstrated strong improvements in accuracy
and fitness, particularly with SVM and NB classifiers. While KNN and DT showed mixed or decreasing trends
in some datasets, VL-APSO-LS often outperformed the baseline, yielding significant performance
improvements.

1.

Colon Dataset: The Wilcoxon trend analysis indicates consistent accuracy improvements across all
classifiers. NB and SVM achieved both non-inferiority and superiority, demonstrating statistically
meaningful improvements over the baseline. DT achieved non-inferiority but not superiority, while
KNN failed to meet either criterion, indicating relatively weaker performance. In terms of fitness, all
classifiers showed an increasing trend, although KNN again did not reach superiority. These results
suggest that VL-APSO-LS provides substantial improvements, particularly when combined with SVM
and NB classifiers.

SRBCT Dataset: KNN showed consistent improvements in both accuracy and fitness, achieving both
non-inferiority and superiority. DT and NB showed declining accuracy, although DT remained non-
inferior. SVM displayed a mixed trend, indicating variability across cross-validation folds. For fitness
results, most classifiers improved, although SVM showed some instability. Overall, KNN and SVM
demonstrated the most reliable performance improvements.

. Lymphoma Dataset: KNN, NB, and SVM exhibited increasing trends in classification accuracy. NB and

SVM achieved both non-inferiority and superiority, confirming the effectiveness of VL-APSO-LS on
this dataset. DT displayed a mixed trend with non-inferiority but no superiority. Fitness results similarly
showed improvements for NB and SVM, highlighting the consistent effectiveness of the proposed
optimisation method.

Leukaemia Dataset: KNN exhibited comparable performance (<) relative to the baseline, achieving non-
inferiority but not superiority. NB and SVM showed mixed trends in accuracy, although NB achieved
non-inferiority. DT showed a decreasing trend in accuracy and did not satisfy the non-inferiority
criterion. For fitness results, both NB and SVM demonstrated non-inferiority and superiority, suggesting
that the proposed method remains effective despite the dataset's complex class distribution.

Lung Cancer Dataset: The Lung cancer dataset proved to be the most challenging. KNN showed
decreasing trends in both accuracy and fitness, without achieving non-inferiority or superiority. DT, NB,
and SVM displayed mixed trends, although non-inferiority was still achieved in several cases. These
findings indicate that VL-APSO-LS struggles to achieve consistent improvements on this highly
heterogeneous dataset, although its performance remains comparable to the baseline.
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These findings indicate that VL-APSO-LS struggles to achieve consistent improvements on this highly
heterogeneous dataset, although its performance remains comparable to the baseline. The mixed Wilcoxon
trends observed primarily for KNN and Decision Tree indicate that performance differences between VL-
APSO-LS and VLPSO-LS were not consistently oriented across the evaluated datasets and classifier
configurations. In some cases, the proposed method achieved superior classification performance, whereas in
others the baseline method remained competitive. This variability may be attributed to the sensitivity of KNN
and Decision Tree classifiers to local data distributions, small sample sizes, and variations in the selected
feature subsets, which are common characteristics of high-dimensional microarray datasets. Furthermore,
KNN relies heavily on distance calculations, while Decision Tree performs hierarchical partitioning of the
feature space; consequently, both classifiers are more susceptible to dataset-specific characteristics than SVM
and NB, which demonstrated more consistent improvements. Therefore, the mixed Wilcoxon trends should be
interpreted as classifier-dependent variability rather than evidence of systematic performance degradation,
suggesting that the effectiveness of the proposed optimisation strategy depends, in part, on the interaction
between the selected feature subsets and the underlying classification model.

Although the Wilcoxon trend analysis reveals variability across datasets and classifiers, the overall evidence
indicates that VL-APSO-LS maintains robust performance relative to the baseline VLPSO-LS. To further
strengthen the statistical interpretation, additional non-inferiority and superiority analyses were conducted, as
illustrated in Figure 6.

Accuracy | Fitness
Non-inferiority
60 Non-Inferiority (Accuracy) Across Classifiers 2000 Non-Inferiority (Fitness) Across Classifiers
o

50 1 8000

204 7000 [}

30 6000

© s T

5000
20

(Accuracy)
(Fitness

4000
1

T S NN N U B i
o

tNI
o
o
tNI

2000

1000

J» i -
-20 : . : 0 — : :
KNN DT NB SVM KNN DT NB SVM
Superiority
Superiority (Accuracy) 0.150 Superiority (Fitness)
6 .
0.125 o
4
°© 0.100
[ 1]
g 27 0.075
<
£
b e e e F==-===-" St EE 0.050 o]
= T |
2 5. 0.025

O I ) I S NN AN R
L 0.000 T
~0.025

T T T T —0.050 T T T T
KNN DT NB SVM KNN DT NB SVM

Fig. 6. Non-inferiority and superiority analysis of classification accuracy and fitness across classifiers

The boxplot distributions show limited dispersion around the medians, particularly for SVM and NB,
suggesting stable optimisation outcomes with controlled variance. The non-inferiority analysis indicates that
VL-APSO-LS consistently satisfies the predefined performance margin across most classifiers for both
classification accuracy and fitness, as shown in Figure 6. In particular, SVM demonstrates the most consistent
non-inferiority behaviour, followed by NB, suggesting strong generalisation stability under margin-based and
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probabilistic learning paradigms. KNN exhibits moderate support for non-inferiority, whereas DT shows
comparatively less consistent margins.

The superiority analysis provides additional insight into performance improvements beyond statistical
equivalence. Superiority is observed more frequently in fitness values than in classification accuracy,
indicating that the proposed optimisation mechanism primarily enhances solution quality and search stability
before translating into marginal improvements in predictive performance. Among the classifiers, SVM again
exhibits the most consistent superiority patterns in both accuracy and fitness, highlighting the strong synergy
between adaptive feature optimisation and margin-based classification. NB also demonstrates favourable
superiority trends across several datasets, whereas DT and KNN show more heterogeneous behaviour.

4.3. Performance analysis and practical implications
4.3.1. Convergence behaviour analysis

To further evaluate the optimisation performance of the proposed VL-APSO-LS algorithm, a convergence
analysis was conducted on five benchmark microarray datasets: Colon, SRBCT, Lymphoma, Leukaemia, and
Lung. The convergence behaviour reflects the algorithm’s ability to efficiently explore and exploit the search
space while improving fitness values over iterations. Figure 7 illustrates the convergence characteristics of
VL-APSO-LS compared to LDIW-PSO, ADIVACO, and VLPSO-LS. The objective of this analysis is to
assess not only the final fitness value achieved but also the convergence speed and stability of each method.
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Fig. 7. Convergence behaviour analysis of VL-APSO-LS compared to state-of-the-art methods

As illustrated in Figure 7, across the Colon, SRBCT, Lymphoma, and Leukaemia datasets, VL-APSO-LS
achieves higher fitness values in fewer iterations, indicating a superior exploration-exploitation balance.
Although performance differences are less pronounced on the Lung dataset, VL-APSO-LS maintains
competitive convergence stability, ranking second. Overall, the results confirm that integrating adaptive
velocity learning and local search mechanisms enhances optimisation efficiency and improves fitness
performance across diverse high-dimensional classification problems.

143



4.3.2. Comparative performance evaluation

As shown in Table 9. VL-APSO-LS consistently demonstrates competitive or superior classification
performance across most datasets. In terms of accuracy, the proposed method achieves the highest performance
on the Colon, Leukaemia, and Lung datasets, while maintaining competitive results on the SRBCT and
Lymphoma datasets. Notably, VL-APSO-LS achieves perfect classification accuracy (100%) in the Leukaemia
dataset, highlighting its strong discriminative capability.

Tab. 9. Comparative performance of VL-APSO-LS and prior methods across five benchmark datasets

Dataset Method Time (s) Size Best Beantosid Wilcoxon
Accuracy Accuracy S
LDIW-PSO 741.35 778.9 94 +
Colon ADIVACO 427.4 998.15 91.78 +
VLPSO-LS 54 491 91.02 +
VL-APSO-LS 56 86 94.66 85.85+7.69
LDIW-PSO 1056.3 1084.1 100 -
ADIVACO 334.51 11554 100 -
SRBCT VLPSO-LS 128 571 100 +
VL-APSO-LS 147 243 100 98.97+3.17
LDIW-PSO 1523.79 1843.6 100 =
Lymphoma ADIVACO 411.3 2013.3 100 =
VLPSO-LS 490 486 100 =
VL-APSO-LS 550 303 100 97.67 £ 6.80
LDIW-PSO 2411.418 3281.5 96.67 +
Leukaemia ADIVACO 1192.517 3566.35 94.85 +
VLPSO-LS 608 119 96.75 +
VL-APSO-LS 773 850 100 95.88 £ 6.56
LDIW-PSO 6131 5889.55 93.86 +
Lung ADIVACO 11110.7 6295.2 90.24 +
VLPSO-LS 10916 2136 93.93 +
VL-APSO-LS 11728 2202 95.62 94.14 +5.27

Beyond accuracy, VL-APSO-LS demonstrates strong feature selection capability. For instance, in the
Colon dataset, it selects only 86 features compared to 778.9 and 998.15 features selected by LDIW-PSO and
ADIVACO, respectively. This substantial reduction underscores its effectiveness in identifying compact,
informative gene subsets, which is critical for interpretability in biomedical applications. In terms of
computational time, VL-APSO-LS is moderate. While it is not always the fastest method, its computational
cost remains reasonable considering the significant improvements in accuracy and feature reduction. The
increased computation time observed for the Leukaemia and Lung datasets is primarily due to their
substantially higher dimensionality, which leads to considerably larger search spaces during optimisation. In
these datasets, the adaptive velocity learning and local search mechanisms require additional fitness
evaluations and feature subset refinements before convergence, thereby increasing computational complexity.
This effect is particularly evident in the Lung dataset, which contains the largest number of genes among all
evaluated datasets. Nevertheless, the additional computational effort is accompanied by improved
classification performance and more compact feature subsets, indicating a practical trade-off between
optimisation quality and execution time in extremely high-dimensional feature selection problems.

4.3.3. Statistical validation

The Wilcoxon signed-rank test further confirms the statistical superiority of VL-APSO-LS in most datasets,
as indicated by the dominance symbols (+). The results suggest that the observed performance improvements
are not due to random variation but are statistically significant. When equal performance (=) is observed, VL-
APSO-LS remains competitive with existing methods. Overall, the results demonstrate that VL-APSO-LS
achieves a favourable balance between classification accuracy, feature subset compactness, and computational
efficiency. The consistent statistical superiority across multiple datasets validates the robustness and
generalisation capability of the proposed approach for high-dimensional microarray classification problems.
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Moreover, the stable convergence behaviour enhances reliability in real-world decision-support systems,
where consistent optimisation outcomes are essential. The statistically validated superiority across
heterogeneous datasets further confirms the robustness and generalisation capability of the proposed
framework.

5. CONCLUSIONS

This study proposed an enhanced hybrid feature selection framework, VL-APSO-LS, which integrates
adaptive velocity learning and local search mechanisms to improve the stability of optimisation and
classification performance in high-dimensional gene expression datasets. Extensive experiments on five
benchmark microarray datasets demonstrated that the proposed approach generally achieves competitive, and
in many cases superior, classification accuracy compared with baseline and state-of-the-art PSO-based
methods. However, the baseline approach remained competitive across several experimental settings,
suggesting that the effectiveness of the proposed adaptive mechanisms may vary with dataset characteristics
and classifier configurations. The results indicate that VL-APSO-LS effectively balances exploration and
exploitation, as evidenced by its accelerated and stable convergence behaviour. Notable improvements were
observed in the Colon, Lymphoma, and Leukaemia datasets, particularly when combined with SVM and NB
classifiers. Moreover, the method demonstrated strong feature selection capability by substantially reducing
redundant genes whilst maintaining or improving predictive performance. The Accuracy-to-Feature Ratio
(AFR) analysis further confirmed the efficiency of the proposed adaptive schemes in balancing dimensionality
reduction and classification accuracy.

Statistical validation through the Wilcoxon signed-rank test, alongside non-inferiority and superiority
analyses, reinforced the robustness of the proposed method. Across most datasets and classifiers, VL-APSO-
LS established either statistical superiority or non-inferiority relative to the baseline approach. These findings
suggest that the observed performance improvements are generally robust and are unlikely to be attributable
solely to random variation, although the magnitude of improvement varies across datasets and classifiers.
Furthermore, the convergence analysis supports the stability of the optimisation process, reducing the risk of
premature convergence in high-dimensional search spaces. From a practical perspective, the ability of VL-
APSO-LS to generate compact yet discriminative gene subsets makes it particularly suitable for biomarker
discovery and cancer classification tasks. Reduced feature dimensionality enhances interpretability and may
lower downstream validation costs in clinical settings. Additionally, the competitive performance observed
across multiple classifiers suggests that the framework exhibits a degree of classifier independence, thereby
supporting its potential adaptability within real-world biomedical decision-support systems.

Despite these promising findings, several limitations should be acknowledged. First, the experiments were
conducted on microarray datasets with relatively small sample sizes, which may limit generalisability to larger
genomic datasets such as RNA-sequencing data. In addition, although the proposed framework demonstrated
effective feature reduction and competitive classification performance, the biological relevance and stability
of the selected gene subsets were not explicitly investigated in this study. Future work should evaluate feature
selection stability across cross-validation folds and repeated runs, and examine the biological significance of
frequently selected genes through pathway enrichment analysis and biomarker validation against external
biological databases. Secondly, the current implementation relies on fixed classifier configurations; further
investigation into joint hyperparameter optimisation may yield additional performance improvements.
Although the present study focused on classification accuracy and optimisation-oriented performance
measures, future work may incorporate additional evaluation metrics such as balanced accuracy, sensitivity,
specificity, precision, recall, F1-score, MCC, and confusion matrix analysis to provide a more comprehensive
assessment, particularly for larger, multi-class, or highly imbalanced genomic datasets.

In summary, VL-APSO-LS provides a statistically validated, robust, and efficient optimisation framework
for high-dimensional genomic classification. The proposed adaptive strategy demonstrates the potential to
improve predictive performance while contributing to feature compactness and convergence stability,
positioning it as a promising approach for advanced bioinformatics and computational intelligence
applications.
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