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Abstract. Accurate prediction of photovoltaic (PV) power is essential for effective monitoring, control, and grid integration of large-scale solar systems.
This study uses high-resolution data from a 20 MW utility-scale PV plant to benchmark four advanced machine learning (ML) models: Support Vector
Machine (SVM), Random Forest (RF), Gaussian Process Regression (GPR), and Artificial Neural Network (ANN). Model performance was evaluated
using R?>, RMSE, and MAE. Additionally, a thorough analysis of the three-dimensional (3D) predicted power surfaces was conducted. The findings indicate
that GPR and ANN outperform SVM and RF, achieving near-perfect accuracy (R* = 1.0000) with minimal error. These methods yield smooth, physically
consistent surfaces that accurately represent PV system behaviour. These findings establish GPR and ANN as the most reliable machine learning (ML)
approaches for high-fidelity photovoltaic (PV) power forecasting and energy management applications.
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POROWNANIE ALGORYTMOW UCZENIA MASZYNOWEGO DO WYSOKO PRECYZYJINEGO
PROGNOZOWANIA MOCY ELEKTROWNI FOTOWOLTAICZNYCH NA SKALE
PRZEMYSLOWA

Streszczenie. Dokladne prognozowanie mocy fotowoltaicznej (PV) ma zasadnicze znaczenie dla skutecznego monitorowania, sterowania i integracji
z sieciq energetyczng wielkoskalowych instalacji stonecznych. W niniejszym badaniu wykorzystano dane o wysokiej rozdzielczosci pochodzqce z elektrowni
fotowoltaicznej o mocy 20 MW, dziatajqcej na skalg przemystowq, w celu poréwnania czterech zaawansowanych modeli uczenia maszynowego (ML):
maszyny wektorow nosnych (SVM), lasu losowego (RF), regresji procesow gaussowskich (GPR) oraz sztucznej sieci neuronowej (ANN). Wydajnos¢ modeli
oceniono za pomocq wskaznikéow R?, RMSE i MAE. Ponadto przeprowadzono szczegétowq analize tréjwymiarowych (3D) powierzchni prognozowanej
mocy. Wyniki wskazujq, ze metody GPR i ANN przewyzszajq SVM i RF, osiggajqc niemal idealng doktadnos¢ (R? = 1,0000) przy minimalnym bledzie.
Metody te dajq gladkie, fizycznie spdjne powierzchnie, ktére doktadnie odzwierciedlajq zachowanie systemu fotowoltaicznego. Wyniki te potwierdzajg,
ze GPR i ANN sq najbardziej wiarygodnymi metodami uczenia maszynowego (ML) w zastosowaniach zwigzanych z wysoko precyzyjnymi prognozami
mocy fotowoltaicznej (PV) oraz zarzqdzaniem energigq.

Stowa kluczowe: systemy fotowoltaiczne, prognozowanie mocy, uczenie maszynowe, analiza porownawcza modeli, sztuczna sie¢ neuronowa (ANN), regresja proceséw

gaussowskich (GPR)
Introduction

The global energy landscape is undergoing a profound
transformation, with photovoltaic (PV) systems playing a leading
role in the transition to renewable energy sources. The rapid
proliferation of utility-scale photovoltaic (PV) plants is essential
to achieving decarbonisation goals. However, this development
also introduces substantial challenges for power grid operators
[16, 19]. The primary challenge stems from the inherent
variability of solar generation, driven by fluctuating meteoro-
logical conditions such as solar irradiance and ambient
temperature. This intermittency poses significant challenges
to grid stability, energy dispatch, and economic planning.
The reliable integration of solar power into the energy landscape
thus becomes a complex engineering problem [13].

To address these issues, accurately forecasting photovoltaic
power output has become a cornerstone of modern energy
management. High-fidelity power forecasts are essential
for critical applications, including maintaining supply-demand
balance, optimizing energy storage systems, and facilitating
participation in electricity markets [1, 11]. Moreover, precise
forecasts underpin advanced monitoring and control strategies,
such as performance diagnostics and predictive maintenance,
which are vital for maximizing the operational -efficiency
and profitability of PV assets [6].

This study directly addresses these gaps by presenting
a comprehensive benchmark of four prominent machine learning
(ML) algorithms [17]: Support Vector Machine (SVM), Random
Forest (RF), Gaussian Process Regression (GPR), and Artificial
Neural Network (ANN). A dual evaluation approach was
employed, using a high-resolution dataset from a 20~MW utility-
scale PV plant. The evaluation encompasses both a quantitative
examination of the models using standard regression metrics
(R2, RMSE, and MAE) and a qualitative analysis of the 3D
predicted power surfaces they generate. The objective of this study

is to provide a clear, evidence-based recommendation on the most
suitable and reliable algorithm for high-fidelity PV power
forecasting in practical applications.

Although deep learning architectures, such as Long Short-
Term Memory (LSTM) networks, are widely used for time-series
forecasting because of their ability to capture temporal
dependencies, the present study focuses on the instantaneous
mapping capabilities of regression models. Given the strong
physical correlation between the input features (irradiance,
temperature, voltage) and the output power, a feed-forward
Artificial Neural Network (ANN) was selected to represent
the neural paradigm. This choice enables a direct comparison
of the models' capacity to approximate the non-linear
P=1(V, I, G, T) transfer function, while avoiding the computa-
tional complexity associated with recurrent layers.

1. Related work

The field of photovoltaic power forecasting is well-
established, with research organized around three primary
methodologies: physical models, statistical time-series models,
and machine learning models. Physical models rely on compre-
hensive meteorological data and the semiconductor physics
of PV cells to predict output [5, 9]. While these systems are often
precise, they require extensive site-specific parameters that are not
always available. Conventional statistical models, including
ARIMA, have been employed; however, they frequently struggle
to capture the complex and volatile nature of solar power
generation, which is strongly influenced by stochastic weather
patterns [10, 17].

Consequently, machine learning has emerged as the state-of-
the-art methodology, demonstrating superior performance
in capturing complex relationships between atmospheric variables
and power output. A substantial body of literature explores
the applications of various machine learning algorithms for this
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task. Avrtificial neural networks, including deep learning variants,
have become a popular subject of study due to their demonstrated
efficacy as universal function approximators. This characteristic
renders them well-suited for modelling the non-linear dynamics
of photovoltaic systems [2, 12]. Kernel-based methods, such
as SVR, have also gained widespread adoption due to their
demonstrated proficiency in achieving effective generalization
in high-dimensional feature spaces. In a similar vein, ensemble
methods such as Random Forest are frequently employed [15].
These methods are lauded for their resilience against overfitting
and their capacity to manage intricate feature interactions without
the need for extensive tuning. In recent years, probabilistic models
such as GPR have garnered significant attention due to their high
accuracy and their inherent capacity to provide uncertainty
estimates with their predictions. This capacity is a critical feature
for risk assessment in grid operations [8].

Despite the prevalence of research that employs these models,
a significant lacuna persists in the extant literature. A significant
number of studies have been conducted that focus on the perfor-
mance of a single model or that compare two similar models.
However, only a small number of studies have conducted
a rigorous, head-to-head benchmark of multiple, structurally
distinct machine learning paradigms on the same utility-scale,
real-world dataset [7]. The paradigms in question include kernel-
based, ensemble, neural, and probabilistic models. The absence
of a standardized comparison framework poses a significant
challenge for researchers and industry  practitioners,
who are unable to make informed decisions due to the lack
of a unified metric. Moreover, the evaluation in most extant works
is confined to quantitative performance metrics such as RMSE
and MAE. While these metrics are undoubtedly beneficial,
they lack the capacity to elucidate the factors that lead
to the success or failure of a model, and they do not provide
an assessment of the physical consistency of a model's learned
behaviour [3, 4].

The present paper addresses these limitations. A compre-
hensive benchmark was conducted on high-resolution data from
a 20 MW utility-scale plant, encompassing SVM, RF, GPR,
and ANN. This study provides a direct comparison that is essential
to the field. A qualitative analysis of the learned 3D power
surfaces is included, enabling the evaluation of physically
plausible relationships. The objective of this work is to furnish
a definitive, evidence-based recommendation on the most suitable
algorithms for deploying high-fidelity PV power forecasting
solutions in real-world applications.

2. Methodology

This section outlines the systematic approach used
in this study, covering data acquisition, preprocessing, training,
and evaluation of machine learning models.

2.1. Data source and description

The dataset was obtained from a 20 MW grid-connected PV
power plant in Adrar, Algeria. The region's defining characte-
ristics are high solar irradiance and arid climatic conditions,
making it a formidable test case for evaluating model performance
under real-world operational stress. Data were collected
at 10-minute intervals from July 1st to July 28th, 2024,
via the plant's Supervisory Control and Data Acquisition
(SCADA) system. The dataset comprises five critical time-series
variables:

e DC voltage (V),

DC current (A),

DC power (W),

solar irradiance (W/m?),

ambient temperature (°C).

The target variable for prediction is DC Power, while the other
four variables serve as input features for the models.
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Figure 1 presents the correlation matrix of the collected
variables. As anticipated, a robust positive correlation (0.91)
is evident between voltage and power. Power exhibited a moderate
positive correlation with irradiance (0.42) and current (0.30).
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Fig. 1. Correlation matrix of the collected variables

2.2. Data preprocessing and partitioning

In order to ensure optimal model performance and prevent
biases, the raw data underwent two key steps:

The standardization of features is a critical aspect
of the system's functionality. The z-score normalization technique
was employed to standardize all input features, including voltage,
current, irradiance, and temperature. This process involves
rescaling the features to have a mean of 0 and a standard deviation
of 1, a critical step for algorithms that are sensitive to the scale
of input data, such as SVM and ANN.

Data Partitioning: The dataset was partitioned using a standard
hold-out validation strategy. Seventy-five percent of the data was
allocated for training the models, while the remaining 25%
was reserved as an unseen test set to evaluate their final predictive
performance. This rigorous separation ensures an accurate
evaluation of the model's capacity to generalize to novel data.

2.3. Machine learning models

Four distinct machine learning paradigms were implemented
and subsequently benchmarked.

Support vector machine (SVM)

The objective is to identify a function that best fits the data
while deviating from the target values by no more than a specified
margin, denoted by ¢. This makes the model robust to outliers.

The objective is to identify a function f(x) = wT* x + b
that exhibits minimal variation. This objective is realised
by minimising the norm of the weight vector, i.e. the square
of the magnitude of w, denoted as |lw|[?. The problem can
be formulated as a convex optimization problem as follows [7]:

Minimize: (3)* Ilwll? + C * (& + &) )
Subject to the constraints:
P,_(WT*X,‘l'b)SE"‘f,
wT = Xi+b)— P < e+ &,

Eil Ei* >0
In this context, C > 0 is a regularisation parameter that
governs the trade-off between the flatness of f(x) and the extent
to which deviations greater than ¢ are permissible. The slack
variables, termed ¢; and &;., denote errors occurring within
the g-insensitive tube, i.e. points lying outside this tube [14].
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Random forest (RF)

Random forest is an ensemble learning method that operates
by constructing a multitude of decision trees during the training
phase. The final prediction is the average of the predictions from

all individual trees, a process which reduces variance
and mitigates overfitting.
A Random Forest model consists of an ensemble

of B individual decision trees, denoted h; (X). Each tree is trained
on a different bootstrap sample of the original dataset. For a given
input X, the final prediction P(t) is the average of all tree
predictions [13].

P(t) = far() = (3)* Tip=1co5 by (X) @

In order to decorrelate the trees, at each node during the con-

struction of the tree, only a random subset of the input features

is considered. This process serves to enhance the model's
generalisation capability [18].

Gaussian process regression (GPR)

GPR is a non-parametric, probabilistic model that defines
a prior distribution over functions. Rather than learning specific
parameters, it directly models the underlying function, thereby
yielding not only a point prediction but also a quantification
of uncertainty.
A Gaussian process is based on the assumption that the output
P(t) for a given set of inputs X(t) can be modelled as follows:
P@®) = f(X(®) +¢ ®
Where f(X(t)) is a function drawn from a Gaussian process,
and ¢ is Gaussian noise with variance o;2.
The GP is fully specified by its mean function m(X)
and its covariance (kernel) function k(X, X"
fG)~ GP(m(x), k(x,x")) (4)
The kernel function k(X, X') is defined as the similarity
between two data points. The Radial Basis Function (RBF) kernel
is a frequently employed option.
k(x,x") = 0 fexp (—% e (xl—f)) ®)
It is important to note that a} denotes the signal variance,
while 1 denotes the characteristic length-scale. Both are hyperpa-
rameters that are optimized during the training process.
The posterior predictive distribution for a new input X* is also
Gaussian, with a mean representing the power prediction B(t)
and a variance representing its uncertainty [19].

Artificial neural network (ANN)

An artificial neural network is a computational model inspired
by the structure and function of biological neural networks.
The model under consideration is designed to emulate intricate,
non-linear correlations between a set of input features
and an output by employing a network of interconnected artificial
neurons, or nodes.

The specific architecture used in this study is a multi-layer
feedforward network. The following elements comprise
the system:

e The system under consideration includes an input layer that
receives the feature vector, which comprises the voltage,
current, irradiance, and temperature.

e The system under consideration contains two hidden layers,
each comprising 10 neurons. These neurons process inputs
through weighted connections.

e The final power prediction is produced by an output layer.

The output of a single neuron, designated as j, is calculated
as follows:

yi = O(Xfy wijx; + bj) (6)

Where x; are the inputs, w;;are the connection weights,
b; is the bias term, and @ is a non-linear activation function.
The network's weights and biases are optimized during a training
phase to minimize a loss function, typically the Mean Squared
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Error (MSE), between the predicted and actual outputs.
This optimization is performed using the back-propagation
algorithm, specifically the efficient Levenberg-Marquardt
variant [15].

Performance evaluation metrics

In order to rigorously evaluate and compare the performance
of each model, the following standard metrics were calculated.
Let P(t) denote the actual power value, P(t) denote the predicted
power value, P denote the mean of the actual power values,
and n denote the total number of data points in the test set.

Root Mean Square Error (RMSE): the standard deviation
of the prediction errors is measured. The system imposes
significant penalties for larger errors [19].

1 ~ 2
RMSE = [L51,(P() ~ P(®) ™
Mean Absolute Error (MAE): this process involves
the calculation of the mean magnitude of the errors in a set

of predictions, without taking into account their direction.

MAE = Z?=1|P(t)—13(t)| (8)

n
Coefficient of Determination (R?): represents the proportion
of the variance in the dependent variable that is predictable from
the independent variables. A value of 1 indicates a perfect fit [11].
2 _q _ T (PO-P®)?
R =1 eoror ©

3. Results and discussion

The four trained machine learning models were evaluated
on the unseen test dataset to ascertain their predictive
performance. The results, which are presented both numerically
in Table 1 and through a series of visualizations, reveal a stark
performance difference between the models. Gaussian process
regression and the artificial neural network demonstrate superior
accuracy and robustness.

3.1. Quantitative performance evaluation

The core performance of each model was quantified using
the root mean square error, the mean absolute error, and the coef-
ficient of determination (R?). The results of this study are
summarized in Table 1.

Table 1. Quantitative performance metrics of the four ML models

Model R? RMSE (W) | MAE (W)
SVM_ | 0.98987 | 13.98532 | 12.78912
RF 0.99972 | 2.31820 1.10945
GPR__| 0.99999 | 0.21378 0.09030
ANN | 0.99999 | 0.22642 0.11025

The data unequivocally demonstrate that the GPR and ANN
models perform significantly better than the other two models.
It has been demonstrated that both of these variables achieve near-
perfect R2.

A value of approximately 0.99999 indicates that the model
explains nearly all of the variance in the data. The proposed
model's RMSE and MAE are consistently lower than those
of SVM and RF, indicating that the prediction error is negligible.
While RF performs well, the SVM model demonstrates a notably
higher error rate, making it the least suitable for this high-fidelity
forecasting task.

3.2. Visual analysis of predictive performance

A visual examination of the models' predictions further
substantiates the quantitative findings. As illustrated in Figure 2,
the models' dynamic tracking performance is evaluated against the
true power signal. The predictions from the GPR and ANN
models are visually indistinguishable from the true power,
and both models capture the sharp peaks and troughs observed.
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In contrast, the SVM predictions show notable deviations,
particularly at the peaks.

The prediction residuals are shown in Figure 3. This plot
provides a clear visual summary of the error magnitudes, which
are summarized in Table 1. The errors for the GPR and ANN
models are tightly clustered around zero, whereas those
for the SVM model are substantially larger and more erratic.

Actual vs. Predicted Power
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Fig. 2. Time-series comparison of actual power versus the predictions from the four
ML models
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Fig. 3. Prediction residuals (actual — predicted) for each model
3.3. Deeper model insights

To understand the reasons for the observed performance
disparities, a thorough analysis of the models' learned behaviours
and internal structures was conducted. As illustrated in Figure 4,
the three-dimensional power surfaces obtained by each model
are presented as a function of voltage and irradiance.

e The GPR and ANN models demonstrated the capacity to learn
smooth, physically consistent surfaces, suggesting a robust
comprehension of the underlying system physics.

e The RF model yielded a characteristic "stepped” surface,
an artefact of its decision-tree-based structure.

e The SVM model produced a distorted surface with anomalous
dips, suggesting that it has difficulty generalizing and may
be producing non-physical predictions in specific regions
of the feature space.

The error heatmaps in Figure 5 offer additional insight into
where each model's predictions deviate from the GPR reference
surface. The substantial, colored regions in the SVM and RF plots
indicate significant, structured errors, whereas the uniformly blue
ANN plot confirms that its predictions are nearly identical to those
of the GPR model.

The diagnostic checks confirm the high quality of the GPR
and ANN models. The Quantile-Quantile (QQ) plots in Figure 6
show that the residuals for both the GPR and the ANN closely
follow a normal distribution, indicating a well-fitted model
in which random noise is the only significant factor. Additionally,
GPR offers a distinct advantage by quantifying its own uncer-
tainty, as shown in Figure 7. The narrow 95% confidence interval
indicates the model's high degree of certainty in its predictions.
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Fig. 4. 3D predicted power surfaces learned by each model
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Fig. 5. Error heatmaps showing the deviation of each model's predicted surface
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Fig. 6. QQ-plots for GPR (a) and ANN (b) residuals
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GPR Prediction with Uncertainty Bands
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Fig. 7. GPR prediction shown with its 95% confidence interval

The empirical results from this study present a clear and deci-
sive conclusion: Gaussian process regression and artificial neural
networks outperform support vector machines and random forests
in high-fidelity photovoltaic power forecasting. This conclusion
is supported not only by near-perfect quantitative metrics
(R? = 1.0) but also by the models' performance, which further
strengthens the hypothesis. The GPR and ANN models
demonstrated an exceptional capacity to track the true power
output, producing smooth and physically consistent 3D power
surfaces. In stark contrast, the SVM model exhibited significant
systematic biases and generated a distorted surface, while
the RF model produced a characteristic "blocky" approximation,
highlighting  their  limitations in accurately representing
the underlying system physics.

The superior performance of GPR and ANN can be attributed
to their inherent capacity to model highly complex, nonlinear
systems. Their architectural flexibility makes them well-suited
to capturing the intricate relationships between environmental
inputs and the electrical behaviour of a PV array. For engineers
and researchers developing data-driven tools for PV systems,
this study provides a clear directive: for applications requiring
high precision, such as grid-level dispatch, energy trading,
or as a baseline for anomaly detection, GPR and ANN should
be the primary candidates. The systematic errors observed
in the SVM model, such as the "clipping" of power peaks,
underscore that a model with seemingly good overall metrics
can still falter at operational extremes, potentially leading
to flawed decision-making in downstream applications.

4. Discussion and limitations

Despite the superior predictive performance of the GPR
and ANN models, it is imperative to acknowledge this study's
limitations to ensure a balanced interpretation of the results.

Diversity and generalizability of datasets

The benchmarking analysis used high-resolution SCADA data
from a single utility-scale PV plant in Algeria's Adrar region.
Although the site provides a robust test case given its harsh arid
climate and high irradiance, the lack of multi-site validation limits
the immediate generalizability of the findings to other climatic
zones (e.g., tropical or temperate regions). Subsequent efforts
will prioritize cross-site validation to confirm the transferability
of the GPR and ANN models.

The issue of model overfitting and physical consistency

The models have achieved near-perfect accuracy (R?=1.0),
raising valid concerns about potential overfitting. However,
their consistent performance on the unseen test set (25% hold-out)
suggests that the models have captured the deterministic physical
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relationship between irradiance and power output rather than
noise. To provide further validation, subsequent iterations of this
work will incorporate k-fold cross-validation and explicit physical
constraints (e.g., monotonicity checks) to ensure that the models
adhere to semiconductor physics principles.

Computational complexity

While GPR provides uncertainty quantification, its compu-
tational cost scales cubically with the number of data points
(O(N3)), making it computationally expensive for very large
datasets compared with the relatively efficient inference of ANN
and Random Forest models. In real-time embedded systems,
where computational resources are limited, the ANN model can
offer an optimal balance between high fidelity and computational
speed.

5. Conclusion

This paper conducted a rigorous, data-driven benchmark
of four machine learning paradigms - SVM, RF, GPR,
and ANN - for photovoltaic power forecasting. The empirical
evaluation, based on a comprehensive set of quantitative metrics
and qualitative visual analyses, yielded a clear outcome. The GPR
and ANN models demonstrated overwhelming superiority,
attaining near-perfect predictive accuracy (R? = 1.0) and learning
smooth, physically consistent power surfaces. Conversely,
SVM and RF exhibited substantial errors and structural artefacts,
making them less suitable for high-fidelity applications.

The findings establish GPR and ANN as the most accurate
and reliable models for this application, offering a strong,
evidence-based recommendation for researchers and engineers.
Beyond this primary conclusion, this work underscores the need
to move beyond standard accuracy metrics and incorporate model
diagnostics and interpretability. Even meticulously designed
"black-box" models' ability to detect non-physical behaviours
underscores the imperative to validate their internal logic. Future
research should prioritize validating these findings across
a broader range of datasets and climates. Additionally, there
is a need to formally integrate interpretability methods,
such as SHAP, into the research framework. Furthermore,
analyzing the computational trade-offs for real-world deployment
is essential to enhance the practical applications of these findings.
This research contributes to the development of more robust,
transparent, and intelligent tools for managing the next generation
of solar energy assets.
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